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Introduction This year the Joint Forces Command (JFCOM) put the General Purpose 
Graphics Processing Units (GPGPUs) enhanced cluster, Joshua, into production use. This 
cluster has demonstrable advantages in the optimization of performance for a large number 
of algorithms, hence should also be useful in other cluster configurations.  Such a Linux 
cluster was seen as interesting to the HPCMP and one was provided to the Joint Forces 
Command in Suffolk Virginia, as that they had a manifest need for such computing power.  
Having worked with the new JFCOM GPU-enhanced Linux Cluster, the authors relate their 
experiences, lessons-learned and insights.  They report the porting of several code modules 
to effectively use the GPUs and the use of the cluster to simulate ten million “CultureSim” 
agent-based entities. 

Objective The ultimate objective of this research is to provide JFCOM with an order of 
magnitude power of scale in computing in the demanding research environment at JFCOM.  
This enabled them to continue to develop, explore, test, and validate 21st century battlespace 
concepts. The specific goal is to enhance global-scale, computer-generated experimentation 
by sustaining more than 2,000,000 entities on appropriate terrain with valid phenomenology. 
That goal was exceeded. The authors report they still are confident that there will eventually 
be an order of magnitude increase in the stated goal. 

Methodology The method employed was to use existing DoD simulation codes on the 
advanced Linux clusters operated by JFCOM. The improved cluster reported herein 
supplants the original JFCOM J9 DC clusters with new upgraded 64-bit CPUs and enhanced 
with nVidia 8800 GPUs.  Further, the authors have begun to modify legacy codes to make 
optimal use of the GPUs’ substantial processing power. Initially, the major driver for the 
FMS community’s use of accelerator-enhanced nodes was the need for faster processing to 
accomplish line-of-sight calculations.  The first experiments were used as a training evolution 
on a smaller code set, one also amenable to GPU acceleration, to facilitate the programming 
and hasten the experimentation insights. 

Results The learning curve for the use of the new C-like CUDA code for GPU non-
graphics processing was found to be manageable. It was demonstrated that the GPU could 
be very effective at reducing the time spent factoring the large frontal matrices near the root 
of the elimination tree in the strategic calculation approach.  The GPU accelerated the 
overall factorization at close to the factor of two originally hypothesized.  One result that has 
already been achieved is that the goal of 2M entities was exceeded by a factor of five during a 
10,000,000 entity run.  This was still not seen as a maximum, as no hard barriers were 
observed, so further growth is anticipated, perhaps in entity complexity rather than number. 
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Abstract 

This paper will focus on the effective use of 
General Purpose Graphics Processing Units 
(GPGPUs) in a 256-node Linux cluster. By 
using the computational power of the GPGPUs, 
the user wanted to attack the computational 
spikes that otherwise was thought to have required 
a cluster that would have been twice as large, 
expensive and power hungry. The Authors will 
brief how the current and future return on 
investment for the JFCOM DHPI GPGPU-
enhanced Cluster joshua is a paradigm exemplar 
of leveraging technology to accomplish goals for 
orders of magnitude less funding and to analyze 
systems in social environments that cannot be 
disrupted in live exercises. By emulating forces 
that would cost tens of millions of dollars to equip 
and deploy and by simulating urban areas that 
are not open to U.S. DoD exercises, JFCOM 
can economically, safely and securely test new 
sensors, systems and strategies. HPCMP has 
achieved a preeminent position of professional 
leadership in the field of GPGPUcomputing, 
showing the technical merit of the project. The 
computational merit of the project is clearly 
demonstrated in the achievement of the provision 
of adequate compute products to support several 
on-going exercises, one of which will be briefed. 
The authors carefully studied two sub-routine 
algorithms, Line of Sight and Route Finding. 
Stability of joshua in an operational setting will 
be explicated to show current progress. 
Appropriateness of requested resources in this case 
were a dead-on match, as joshua has exceeded the 

goal of 2,000,000 SAF entities by achieving 
10,000,000. The authors conclude that the 
GPGPU approach saved purchase costs, enabled 
large city simulations, save energy costs and 
delivered simulations reliably for the users.  

1. Introduction  

This paper addresses the main-stream 
production use and experiments of the 
authors with the new GPU accelerator-
enhanced Linux Cluster at JFCOM in an 
operational context.  Requirements, 
design considerations, configuration 
decisions, and early experimental results 
are reported. 

1.1. Joint Forces Command 
Mission and Requirements 

The mission of the Joint Forces 
Command (JFCOM) is to lead the 
transformation of the United States 
Armed Forces and to enable the U.S. to 
exert broad-spectrum dominance as 
described in Joint Vision 2010 (CJCS, 
1996) and 2020 (CJCS, 2000). JFCOM’s 
research arm is the Joint Experimentation 
Directorate, J9. This leads to the virtually 
unique situation of having a research 
activity lodged within an operation 
command, which then calls for 
experiments in which warfighters in 
uniform are staffing the consoles during 
interactive, HPC-supported simulations.   



J9 has conducted a series of experiments 
to model and simulate the complexities of 
urban warfare using well-validated entity-
level simulations, e.g. Joint Semi-
Automated Forces (JSAF) and the 
Simulation of the Location and Attack of 
Mobile Enemy Missiles (SLAMEM). 
These need to be run at a scale and 
resolution adequate for modeling the 
complexities of urban combat.   

The J9 code is the current instantiation of 
a long lineage of entity-level battlefield 
codes.  It consists of representations of 
terrain that are populated with intelligent-
agent friendly forces, enemy forces and 
civilian groups.  All of these have 
compute requirements to produce their 
behaviors.  In addition, a major 
computational load is imposed in the 
performance of line-of-sight calculations 
between the entities.  This is a problem of 
some moment, especially in the light of its 
inherently onerous “n-squared” growth 
characteristics (Brunett, 1998).  Consider 
the case of several thousand entities 
needing to interact with each other in an 
urban setting with vegetation and 
buildings obscuring the lines of sight. This 
situation has been successfully attacked by 
the use of an innovative interest-managed 
communication’s architecture (Barrett, 
2004).   

To power these activities, JFCOM 
requires an enhanced Linux cluster of 
adequate size, power, and configuration to 
support simulations of more than 
2,000,000 entities within high-resolution 
insets on a global-scale terrain database.   
This facility will be used occasionally to 
interact with live exercises, but more often 
will be engaged interactively with users 
and experimenters while presenting virtual 
or constructive simulations. (Ceranowicz, 
2005) It must be robust to reliably support 
hundreds of personnel committed to the 
experiments and it must be scalable to 
easily handle small activities and large, 

global-scale experiments with hundreds of 
live participants, many distributed trans-
continentally, as shown in Figure 1 below. 

1.2. Joint Futures Lab (JFL) 

The goal of the JFL is to create a standing 
experimentation environment that can 
respond immediately to DoD time-critical 
needs for analysis. It is operating in a 
distributed fashion over the Defense 
Research and Engineering Network 
(DREN), at a scale and level of resolution 
that allows JFCOM and its partners to 
conduct experimentation on issues of 
concern to combatant commanders, who 
participate in the experiments themselves. 
The JFL consists of extensive simulation 
federations, software, and networks joined 
into one common computer infrastructure 
that is supporting experiments. This 
standing capability includes quantitative 
and qualitative analysis, flexible plug-and-
play standards, and the opportunity for 
diverse organizations to participate in 
experiments.  

1.3. Joint Advanced Training 
and Tactics Laboratory (JATTL) 

JATTL was established to support 
mission rehearsal, training, operational 
testing, and analysis. The principle 
concerns of the JATTL are developing 
technologies that support the pre-
computed products required for joint 
training and mission rehearsal. This is 
being explored under the Joint Rapid 
Distributed Database Development 
Capability as well as others required 
during its execution.  The latter include 
phenomenology such as environment, 
cultural assets, civilian populations, and 
other effects necessary to represent real 
operations.  The JATTL is connected via 
both DREN and the National Lambda 
Rail (NLR) to over thirty Joint National 
Training Capability sites nationally.   



1.4. JFCOM’s JESPP  

A J9 team has designed and developed a 
scalable simulation code that has been 
shown capable of modeling more than 
1,000,000 entities.  This effort is known as 
the Joint Experimentation on Scalable 
Parallel Processors (JESPP) project 
(Lucas, 2003.) This work builds on an 
earlier DARPA/HPCMP project named 
SF Express. (Messina, 1997)  

The early JESPP experiments on the 
University of Southern California Linux 
cluster (now more than 2,000 processors) 
showed that the code was scalable well 
beyond the 1,000,000 entities actually 
simulated, given the availability of enough 
nodes (Wagenbreth, 2005). 

The current J9 code were first successfully 
fielded and operated using JFCOM’s 
HPCMP-provided compute assets hosted 
at ASC-MSRC, Wright Patterson AFB, 
and at the Maui High Performance 
Computing Center (MHPCC) in Hawai’i. 
The J9 team has been able to make the 
system suitable and reliable for day-to-day 
use, both unclassified and classified. 

The compute power provided additionally 
allows for the easy identification, 
collection, and analysis of the voluminous 
data from these experiments, enabled by 
the work of Dr. Ke-Thia Yao and his 
team (Yao, 2005).  

A typical experiment would find the 
JFCOM personnel in Suffolk Virginia 
interfacing with a “Red Team” in Fort 
Belvoir Virginia, a civilian control group at 
SPAWAR San Diego, California, 
participants at Fort Knox Kentucky and 
Fort Leavenworth Kansas, all supported 
by the clusters on Maui and in Ohio.  The 
use of interest-managed routers on the 
network has been successful in reducing 
inter-site traffic to low levels. 

  

 
Figure 1 

JFCOM’s Experimentation network: 
MHPCC, SPAWAR, ASC-MSRC, 

TEC/IDA and JFCOM 

 

Even using these powerful computers, the 
JFCOM experimenters were constrained 
in a number of dimensions, e.g. number of 
entities, sophistication of behaviors, 
realism of various environmental 
phenomenology, etc. While the scalability 
of the code would have made the use of 
larger clusters feasible, a more effective, 
efficient, economical and elegant solution 
was sought. 

The end of the Moore’s Law speed and 
power improvements decreed that 
eventually JFCOM would need to seek 
new ways to deliver their services to 
increasingly sophisticated users with 
increasingly complex and geographically 
diverse conflict environments. One 
approach is the use of more powerful 
clusters, especially a GPU-enhanced 
cluster like Joshua. 

1.5. Return on Investment 

While precise quantification of the return 
on investment of this DHPI cluster may 
be elusive, it is possible to consider the 
cost savings of the JFCOM activities, 
which are, in turn, enabled by the HPCC 
assets via the DHPI program.  In 



addition, there are incalculable benefits 
from battlespace simulation when one 
looks at the need to understand urban 
conflict, while realizing the impossibility 
of conducting full-scale military exercises 
in downtown U.S. cities.  The same holds 
true, perhaps even more so, when the 
reaction to the loss of life of team 
members and allied forces needs to be felt 
in as realistic way as possible, while not 
even risking the loss of life and injury 
actually experienced in live combat 
military exercises.   

Think for a minute about the cost factors.  
While the estimates vary, cost of a “soldier 
day” in the field in domestic training has 
been estimated as high as $2,100.  That 
means a Company exercise costs on the 
order of $210K per day, a battalion $1M 
per day and a Division $20M per day.  
JFCOM commonly conducts exercises of 
five to ten days in these sizes.  In a virtual 
exercise, this is done with something on 
the order of one percent of the military 
personnel who would otherwise be 
engaged if the exercise were live.  Not 
uncommonly JFCOM simulates large 
engagements in the constructive mode, 
utilizing only a few military Subject Matter 
Experts (SMEs).   

Clearly, one of the more difficult issues is 
to parse out how much is actually saved.  
The personnel who would be used in the 
live exercise are already incurring some of 
the costs.  Some live training is needed.  
On the other hand, tankers returning 
from the Gulf reported that the best 
training they had was the simulator 
training in the tank mock-ups.   

Further, putting a value on the cost to 
society of an accidental death during a live 
exercise, on an injury to a soldier or even 
on the wear and tear on very expensive 
military assets, is really beyond the scope 
of this paper, yet should resonate with all 
engaged in this analysis. 

As new threats emerge, as even more 
sophisticated equipment needs evaluation, 
as public sensitivities about military 
activities increase, even more burden will  
be born by the simulation community, 
JFCOM chief amongst them.  The 
technology being researched, developed 
and implemented here will play a vital role 
in enabling that capability. 

 

1.6. Broader Impacts for the 
HPCMP Community 

The discipline of Forces Modeling and 
Simulation (FMS) is unique to the DoD, 
compared to many of the other standard 
science disciplines, e.g. Computational 
Fluid Dynamics (CFD) and Weather. In a 
similar way, interactive computing is a 
new frontier being explored by the JESPP 
segment of FMS, coordinating with a few 
other user groups.  Along these lines, the 
newly enhanced Linux Cluster capability 
will provide significant synergistic 
possibilities with other computational 
areas such as signals processing, 
visualization, advanced numerical analysis 
techniques, weather modeling and other 
disciplines or computational sciences such 
as SIP, CFD, and CSM.  

2. Objective  

The objective of this research is to 
provide 24x7x365 enhanced, distributed 
and scalable compute resources to enable 
joint warfighters at JFCOM as well as its 
partners, both U.S. Military Services and 
International Allies.  This enables them to 
develop, explore, test, and validate 21st 
century battlespace concepts in JFCOM 
J9’s JFL. The specific goal is to enhance 
global-scale, computer-generated support 
for experimentation by sustaining more 
than 2,000,000 entities on appropriate 
terrain, along with valid phenomenology.   



3. Methodology  

The method employed was to use existing 
DOD simulation codes on advanced 
Linux clusters operated by JFCOM. The 
effort reported herein supplants the 
current JFCOM J9 DC clusters with a new 
cluster enhanced with 64-bit CPUs and 
nVidia 8800 graphics processing units 
(GPUs).  Further, the authors have begun 
to modify a few legacy codes.  

As noted above, the initial driver for the 
FMS use of accelerator-enhanced nodes 
was principally the faster processing of 
line-of-sight calculations. Envisioning 
other acceleration targets is easy: physics-
based phenomenology, CFD plume 
dispersion, computational atmospheric 
chemistry, data analysis, etc.  

The first experiments were conducted on 
a smaller code set, to facilitate the 
programming and accelerate the 
experimentation.  An arithmetic kernel 
from an MCAE “crash code” (Diniz, 
2004) was used as vehicle for a basic “toy” 
problem.  This early assessment of GPU 
acceleration focused on a subset of the 
large space of numerical algorithms, 
factoring large sparse symmetric indefinite 
matrices.  Such problems often arise in 
Mechanical Computer Aided Engineering 
(MCAE) applications.  It made use of the 
SGEMM (Single precision GEneral 
Matrix Multiply) algorithm (Whaley, 1998) 
from the BLAS (Basic Linear Algebra 
Subprograms) routines (Dongarra, 1993). 

The GPU is a very attractive candidate as 
an accelerator for computational hurdles 

such as sparse matrix factorization.  
Previous generations of accelerators, such 
as those designed by Floating Point 
Systems (Charlesworth 1986) were for the 
relatively small market of scientific and 
engineering applications. Contrast this 
with GPUs that are designed to improve 
the end-user experience in mass-market 
arenas such as gaming.   

In order to get meaningful speed-up using 
the GPU, it was determined that the data 
transfer and interaction between the host 
and the GPU had to be reduced to an 
acceptable minimum.   

 

4. Results  

4.1. Research Results 

The sum of the time spent at each level of 
an elimination tree is shown in Figure 2. 
The sum from all of the supernodes at 
each level is plotted as the red curve. The 
time spent assembling frontal matrices 
and stacking their Schur complements is 
represented by the yellow curve. These are 
the overheads associated with using the 
multifrontal method. The total time spent 
at each level of the tree when running on 
the host appears below in blue. The time 
spent factoring the frontal matrices is the 
difference between the blue and yellow 
curves. The time spent at each level of the 
elimination tree when using the GPU to 
factor the frontal matrices is brown in the 
graph below. The difference between the 
brown curve and the yellow one is the 
time spent on the GPU.  

 



 
 

Figure 2 

Number of Supernodes and time spent factoring  
each level of the elimination tree. 

 

Looking at Figure 2, it seems apparent 
that the GPU is very effective at reducing 
the time spent factoring the large frontal 
matrices near the root of the elimination 
tree.  The difference between the brown 
and blue curves is the cumulative time of 
52.5 seconds by which the GPU 
accelerated the overall factorization.  
Similar results could be expected from 
similar codes.  

The SGEMM function used in this work 
was supplied by nVidia.  In testing, it was 
found that it could achieve close to 100 
GFLOP/s, over 50% of the peak 
performance of the nVidia GTS GPU.  
Thus the efforts were focused on 
optimizing the functions for eliminating 
off-diagonal panels (GPUl) and factoring 
diagonal blocks (GPUd).  A more detailed 
description of this technique can be found 
in an unpublished paper (Lucas, 2007). 

An example application that has 
immediate use for a fast and large-scale 
graph-based construct is a route-planning 

algorithm found in complex urban 
conflict simulation, e.g. the Joint Semi-
Automated Forces (JSAF) simulation.  
JSAF currently employs a heuristic A* 
search algorithm to do route planning for 
its millions of entities –- the algorithm is 
sequential and thus very computationally 
expensive. Using the GPU, the JSAF 
simulation can off-load the route-planning 
component to the GPU and remove one 
of its major bottlenecks.  (Tran, 2008) 

4.2. Early Experimental Results 

The initial year of research on the DHPI 
cluster Joshua was marked with typical 
issues of stability, O/S modifications, 
optimization and experience.  All of the 
major stated goals of the DHPI proposal 
were met or exceeded.  Research use by 
JFCOM was at a low level of operation 
due to issues outside the prevue of this re-
port, but Joshua easily met its stability and 
availability requirements from JFCOM.   



This particular project reflects the special 
needs of JFCOM.  Instead of assessing 
the number of node-hours expended, the 
critical factor is the availability of the asset 
when required.  Major General Larry 
Budge has commented that a nationally 
important intelligence asset has been 
fielded earlier and with significantly less 
cost due to joint experimentation using 
HPCMP assets. 

Early work centered on the issues of 
getting the machine up and running.  One 
problematic issue was get-ting the correct 
OS installed and coordinating that with 
the nVidia staff’s recommendations as to 
varying version incompatibilities.  This 
required careful coordination with the 
JFCOM SysAdmin personnel, who were 
invariably cooperative and professional. 
Characterization runs really began in 
earnest around December of 2007.  The 
machine continued to be used as a 
development tool at that time. The point-
by-point report on the year’s activities is 
as follows: 

Technical Emphasis: Joshua did provide 
24x7x365 enhanced, distributed and 
scalable compute resources that did enable 
joint warfighters at JFCOM as well as its 
U.S. Military Service and International 
partners to develop, explore, test, and 
validate 21st century battlespace concepts 
in JFCOM J9’s Joint Futures Laboratory 
(JFL). The specific goal is to enhance 
global-scale, computer-generated military 
experimentation by sustaining more than 
10,000,000 entities on appropriate terrain 
with valid phenomenology.  In addition, 
JFCOM J7 was also capable of 
prototyping global-scale, interactive 
supercomputer operation as part of 
JFCOM’s new Joint Advanced Training  

and Tactics Laboratory (JATTL). Joshua 
was necessary to support the real-time, 
interactive requirements of the JFL and 
the JATTL. 

Technical/engineering approach: The 
JFCOM team deployed existing DOD 
simulation codes which were previously 
run on advanced Linux clusters located at 
an appropriate site or sites, e.g. MHPCC 
and ASC-MSRC. The team supplemented 
the current JFCOM J9 DC assets with 
new clusters enhanced with 64-bit CPUs 
and graphics processing units (GPUs) in 
the form of Joshua.  They began the 
process of modifying the legacy code to 
enable efficacious use of the new 
capabilities. As an important step in this 
procedure, the ISI team taught two 
GPGPU programming courses.  

The major quantifiable goal for Joshua 
was the simulation of at least two million 
JSAF entities, including culture and forces.  
This was more than achieved in a major 
breakthrough in which ten million entities 
were simulated.  (Figure 3) 

 

 
 

Figure 3 

Screen Capture of Ten Million Entity Run 

Technical and Computational Challenges: 
Experimentation of this magnitude and 
flexibility was previously impossible due 
to limitations of compute power. An 
earlier DC award has enabled the 
development and implementation of a 
proven scalable code base capable of 
using thousands of nodes interactively. 
The JFCOM team continued to address 
community-wide issues such as: enhanced 



security for distributed autonomous 
processes, interactive HPC paradigms, use 
of advanced architectures, self-aware 
models, global terrain with high-resolution 
insets and physics-based phenomenology 
requisite for Joint Experimentation. 

Service/Agency Impact: This project was 

order of Cluster: Winter 06 

7 

n and 

 

3. Analysis of Additional 
4.4. Motivation 

 hardware to solve 

capable of providing warfighters with the 
new dedicated cluster assets that enabled 
the simulating that was required to 
provide the large number of entities and 
the global terrain necessary to adequately 
rep-resent the complex urban battlefield 
of the 21st Century. It enabled 
experimenters to simulate the full range of 
forces and civilians, all interacting in 
future urban battlespaces.  

Schedule:  

Contract/

Delivery of Cluster to JFCOM: June 0

Installation and Test: August 07 

First Experiment: October 07 

Continued Experimentatio
Characterization runs 

4.
Potential Uses 

The need for higher fidelity simulations is 
on the rise.  Modern conflict space has 
shifted from open space theatre of 
conventional warfare to unconventional, 
and very often asymmetric, warfare that is 
carried out in dense urban settings.  The 
United States Joint Forces Command 
(USJFCOM) has conducted a series of 
complex experiments involving multi-
force engagement in dense urban 
environments using the Joint Semi-
Automated Synthetic Force (JSAF) 
simulators. Similarly, the Department of 
Homeland Security shares similar interests 
in complex urban setting simulations, e.g. 
how to prepare for a mass disaster 

impacting densely populated US cities.   
There is a general consensus that there are 
two possible ways to improve simulation 
fidelity: (a) by increasing entity counts 
(quantitatively) and (b) by increasing 
realism (qualitatively) of entity behaviors 
and resolution of the environment.  
Numerous efforts have been made to 
increase the former, e.g. SF Express 
(Brunnet, et al. 1998) and Noble Resolve 
(USJFCOM 2006).  These included the 
use of the Scalable Parallel Processors 
(SPP) or clusters of compute nodes 
(Wagenbreth, et al. 2005).  As for the 
latter, JFCOM M&S teams have made 
great strides to improve entity behavior 
models (Ceranowicz, et al. 2002 and 2006) 
by adding intelligence to the simulation 
entity behaviors, and with these 
improvements entities behave in more 
realistic fashions. Because JSAF has been 
required to participate in more urban 
operations, the density of the road and 
trail networks has dramatically increased.  
This dictates an increase in computational 
costs (in terms of how entities relate to 
the environment), which is the heart of 
this research effort. 

 

The use of specialized
complex problems is not a new 
phenomenon.  In fact, many scientific and 
research needs have driven computer 
technology innovations.  Graphics 
Processing Units (GPU) were designed 
and optimized for visualization in support 
of the video game industry.  They provide 
extremely fast floating-point operations  
As the gaming industry expands the drive 
to mass-produce these powerful graphics 
boards, the production costs are brought 
down to the point where it is 
economically viable (if not, sensible) to 
consider the GPU for general purpose 
computing engines. HPCMP) recognizes 



the potentials behind the general-purpose 
graphics-processing unit (GPGPU) 

computing paradigm and awarded a GPU-
based cluster to JFCOM/J9. (Figure 4). 

 

 

Figure 4 

Joshua cluster at JFCOM consisting of  
25   

(Photo Source: Ed Aaron, USJFCOM) 

 onal 

6 dual quad core Opteron processors and
256 NVIDIA GTS8800 GPUs  

In addressing the various computati
challenges JSAF developers face, the 
authors were able to observe and propose 
some potential areas of improvements to 
the JSAF simulation.  One of these 
includes the use of GPU for the route-
planning stage.  The general argument 
goes: given that during the route-planning 
stage for each of the tens of thousands of 
simulation entities throttles the route 
computation component of the software 
and virtually brings the simulation 
federations to a grinding halt, the 
computationally expensive code can be 
offloaded to the GPU.  This will address 
one of the goals in the overall attempt to 
increase simulation fidelity and will help to 
support or detract from the view that this 
approach is useful. 

 

 

The quest to explore broader use of 
GPUs is often called GPGPU, which 
stands for General Purpose computation 
on GPUs (Lastra 2004). While the 
programming of GPUs has been pursued 
for some time, the newly released 
Compute Unified Device Architecture 
(CUDA) programming language (Buck, 
2007) has made that effort more 
accessible to experienced C programmers.  
For that reason, the HPCMP accepted the 
desirability of upgrading the original 
cluster configuration from nVidia 7950s 
to nVidia 8800, specifically to enable the 
use of CUDA.  This met with HPCMP’s 
goal of providing an operationally sound 
platforms rather than an experimental 
configuration that would not be utilized 
easily by the wider DoD HPC community 



5. Significance to DoD 

5.1. Goals and Operational 
Needs 

This research will provide warfighters 
with the new capability to use Linux 
clusters in a way that will simulate the 
required throngs of entities and suitably 
global terrain necessary to represent the 
complex urban battlefield of the 21st 
Century. It will enable experimenters to 
simulate the full range of forces and 
civilians, all interacting in future urban 
battlespaces. The use of GPUs as 
acceleration devices in distributed cluster 
environments shows apparent promise in 
any number of fields. Further 
experimentation should extend the 
applicability of these concepts. The 
CUDA code proved to be easily exploited 
by experienced C programmers. 

Another area of interest is the 
combination of GPUs and others 
accelerators such as FPGAs through the 
application of heterogeneous computing 
techniques. The successful use of FPGAs 
as accelerators has been reported 
(Lindermann, 2005) and there are facilities 
where FPGAs are installed on compute 
nodes of Linux clusters. Ideally, some 
future CPU-GPU-FPGA configuration 
would allow a designer to take advantage 
of the strengths of FPGA and GPU 
accelerators while minimizing their 
weaknesses. By combining a GPU and 
FPGA in this manner the raw integer 
power and reconfigurability of an FPGA 
is key to applications such as cryptography 
and fast folding algorithms (Frigo, 203). 
This could be added to the specialized 
computational power of GPUs, which can 
be optimized for operations such as those 
used in linear algebra (Fatahalian, 2004) 
and FFT operations (Sumanaweera, 2005).  

 

5.2. Experimental Experience 
and Production Use 

The simulation community typically 
breaks simulations down into three types: 

 "live" simulation (where real people 
engage in simulated operations in the 
real world)  

 "virtual" simulation (where real people 
control simulated equipment in a 
virtual environment)  

 "constructive" simulation (where 
simulated people control simulated 
actions in a simulated environment).  

(MSCO, 2009) 

J9 is moving to a more efficient and 
rigorous full spectrum experimentation 
process that relies more on constructive 
simulation runs, than large scale exercises, 
for discovering and testing new joint 
operating concepts. The desire is to gain 
as much insight into potential problem 
solutions as possible without incurring the 
manning burden of standing up large 
command post structures.  

Then limited human in the loop 
experimentation and field experiments will 
be used to validate the results and gain 
insights not accessible in the constructive 
environment. Although JFCOM is 
moving to a more constructive focus, J9 is 
still experimenting at the entity level as is 
required for scenarios where sensors are 
critical component.  This combined with 
large areas of interest, civilian activity, and 
faster than real time execution requires 
substantial computing resources.  

Joshua provides the capability required to 
support this experimentation.  In the Joint 
Integrated Persistent Surveillance project, 
Joshua is being used in two ways.  The 
initial constructive simulation studies will 
be conducted from June through 
September, 2009. Additional cases will be 
run after that period as required. A 



simulation pipeline has been developed 
that takes definitions of experimental 
cases, including factors for different 
combinations of Intel architectures and 
CONOPS (Concept of Operations,) 
weather, sensor mix, operating 
environment and red mission, then assigns 
them to different nodes of the SPP for 
execution using SLAMEM, a single 
threaded sensor simulation.  

J9 expect that some of the simulation runs 
and subsequent automated analysis will 
take as long as a week to complete. This is 
a classified study so two thirds of the SPP 
has been converted to classified operation 
while the rest remain available for 
unclassified work.  This setup will allow 
JFCOM to run over 170 runs a week for 
12 weeks to test and refine potential 
changes in Intel architectures and 
CONOPS for the COCOMs (Combat 
Commands) that will allow them to take 
better advantage of persistent surveillance 

processes. For these simulations J9 has 
been developing and testing simulation 
pipelines and the scenario combinations.  

Some of the necessity for having a 
dedicate cluster came into the fore after 
the award, e.g. the need to do classified 
runs with local classification control.  
Much of the work to be completed by 
JFCOM now needs to be done in a 
classified environment.  However, much 
development and other work needs to be 
done in an unclassified environment, open 
to access through normal clear channels 
and over un-encrypted lines. The 
classification is usually driven by the 
scenarios and capabilities to be simulated 
in future exercises.  A compromise 
position was developed that provided a 
significant asset for both areas. Utilizing a 
machine in other cleared spaces was not 
considered to be a viable option.  The 
breakdown is best understood through the 
following diagram. (Figure 5) 

  

Figure 5 

Security Split of the Cluster Joshua



 

Once J9 completes the constructive runs, 
the more traditional preparations will 
begin for human in the loop (HITL) trials. 
However, in order make the process 
efficient, the HITL trials will be 
conducted with minimal manning. For 
this, J9 plans to use repackaged versions 
of CultureSim and JSAF as the sensor 
drivers, with SLAMEM remaining as the 
sensor platform simulation. J9 needs the 
SPP for this for three reasons.  

First, J9 need to simulate the civilian 
population in the areas of interest and 
with humans in the loop the 
requirement for representational 
fidelity will be greater than it was for 
the constructive runs.  

Second, the simulation will be 
conducted with faster than real-time 
time jumps. For this reason J9 has 
been looking at time management and 
a more abstract version of CultureSim 
called Consequence Management Sim 
(CMSim).  Even with CMSim the 
faster than real-time overnight time 
jumps will significantly stress the SPP.  

Third, because of the minimal 
manning, or even no manning, during 
the faster than real time portions of 
the experiment, J9 will have to 
represent a significant portion of the 
decision making activity within the 
Command Post(CP) and this will have 
to be done on Joshua. JFCOM is 
counting on ISI's  Planner that Gene 
Wagenbreth is building will be able to 
help with automating the CPs, both 
while it is unattended and during 
normal operation, to allow operators 
to inspect and approve plans rather 
than having to develop them 
manually.  It is expected that J9 will 
utilize the GPUs on the SPP to 
produce live UAV videos that J9 will 
stream to the players.   

 

Following the HITL runs, J9 will revert 
back to a constructive mode of operation 
to further explore that which was learned 
in the HITL and this will transition into 
Empire Challenge 10.  In EC10 J9 will be 
interacting with more traditional versions 
of JSAF that don't have the latest 
efficiency improvements in them that J9 is  
using for the planned HITL. (Figure 6)

 



 

Figure 6 

JIPS Milestones showing future needs for Joshua 
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