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ABSTRACT 

 
Complex equation-based simulations of both man-made and natural phenomena present a wide spectrum of system 
architectures and algorithmic designs.  Many of these require significant computational resources and many cause 
unacceptable delays in analysis.  More critically, these delays often preclude interactive participation by Humans-In-
The-Loop, an important capability when seeking a higher-level, system wide appreciation of the value of the object of 
the test and evaluation.  Parallel programming has offered some relief for the T&E professional, but cost, power, 
space, and programming constraints have dictated that there are needs for additional computing power that remain 
beyond the reach of many. Heterogeneous programming, in this case the use of Graphics Processing Units as 
accelerators, has shown theoretical promise.  However, their use was once effectively prohibited by the need to program 
by using their “color registers,” which entailed a daunting process of converting data and commands into a foreign 
paradigm before the GPU could be used.  The advent of the Compute Unified Device Architecture (CUDA) has, to a 
large degree, obviated this constraint.  The authors relate their experiences with CUDA, discuss its implementation of 
various algorithms, and set forth some lessons learned from those efforts.  This discussion should give the journeyman 
programmers insights into which segments of their code would show significant speed-up and help them project the over-
all improvement in program performance, keeping in mind the concept of the Amdahl Fraction.  That is, no matter 
what the speed-up of specific sub-programs, if there is some pacing function that cannot be accelerated by parallel or 
heterogeneous computing, overall performance will be limited by that fraction. The experiences of the authors will be 
discussed in relation to algorithms often found in Hyper-spectral analyses. 
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