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ABSTRACT: There has arisen a significant capability in General Purpose Graphic Processing Unit (GPGPU) 
computing. This acceleration technology is applicable to the issue of rapid computational speed-up of real-time 
infrared sensing and analysis. This paper addresses the contributions of the ISI team to an effort to create a scalable 
thermal analysis tool for IR signatures in real time. Properly modeling or testing multi and hyper-spectral sensor 
performance requires accurate background and target signature models that capture the detailed physical processes 
that combine to produce real-world target signatures. Current approaches to real-time signature prediction, using 
collections of commercial desktop computers, lack the bandwidth, speed, and capacity to simultaneously account for 
all of the physical processes involved. These include heat transfer, radiation, conduction, and convection. Due to the 
computational bottleneck inherent in such approaches, convection (the most subtle and computationally demanding to 
model) is normally accounted for by simple models, and then the results are uniformly applied to the 3-D target model 
as a whole. This results in a loss of fidelity in the predicted target signature. The approach under study has a multi-
physics capability that simultaneously accounts for all of the physical processes involved in heat transfer. It will 
provide real-time, high-fidelity, hyper-spectral target signature data required for presenting scenes to hyper-spectral 
sensors. The problem is laid out, the design issues are discussed and progress toward the final solution is set forth. 
Bench-mark and any preliminary performance data will be given, comparing bench-marking with homogeneous 
computing with parallel instantiations on a homogeneous cluster and then with a heterogeneous cluster, using 
GPGPU programming to achieve virtual homogeneity. 
 
 
1. Introduction and Background 
Since the days of the Distributed Interactive Simulation 
(DIS) standard, it has been the desires of many and the 
needs of a few to have more validity represented in 
large-scale battlespace simulations. Much of that 
validity has to flow from the programmers’ and 
scenario designers’ science, but the authors assert that a 
significant portion could flow from replacing “look-up 
algorithms” and “confusion tables” with validated, 
equation-based models of physical phenomena. In 
striving toward that goal, JFCOM has implemented 
High Performance Computing (HPC) assets, located 
both at Suffolk and distributed transcontinentally and 
farther, considering the Maui High Performance 
Computing Center. Even this has been largely 
dedicated toward increasing entity counts in Agent-
Based Models (ABMs), such as those found in Joint 
Semi-Automated Forces (JSAF) simulations. New 
power has been sought to be applied to the large 

computational load necessary to support real-time 
simulations using physics-validated equation-based 
algorithms, keeping it in real-time, within the 
stochastic simulation framework. 
 
One attractive way to approach this is the use of 
computational accelerators. In the early designs of 
computers, floating point units (FPUs) were separately 
packaged as accelerators. There are several attractive 
candidates for accelerators and the authors have been 
lobbying for a large cluster using them for some years 
now. Amongst these candidates are the Field 
Programmable Gate Arrays (FPGAs), the Sony-
Toshiba-IBM (STI) Cell chip, Digital Signal 
Processors (DSPs) and General Purpose Graphics 
Processing Units (GPGPUs). This latter groups is of 
special interest, as the equation-based algorithms under 
consideration have many subroutines that are 



ostensibly amenable to the GPGPU’s “Single 
Instruction, Multiple Data” (SIMD) capabilities. 
 
With the 2007 release of an early version of the 
Compute Unified Device Architecture (CUDA) 
software developer’s kit, the rapid development and 
programmability of General Purpose Graphics 
Processing Units has made using them a practicality. 
The recognition that GPGPUs can accelerate the 
execution of a wide range of algorithms and that their 
costs are kept low has made this a viable path. [1] The 
low cost has been made possible by mass marketing of 
this computational technology to the untold multitudes 
of “gamers” in the consumer market. [2] This 
technology is held to be especially attractive to the 
Simulation community. 
 
One of the major issues is the time constraints put upon 
some very desirable computer paradigms. The 
simulation community has a continuing and critical 
need for advanced simulations of battlespace and 
sensor systems with the ability to generate valid and 
verifiable, synthetic imagery in real time . These 
systems must be able to provide a compatible, 
repeatable test environment. This paper addresses the 
technologies that the authors assert can respond to that 
need in a way that is achievable and sustainable. 
 
 
2. CUDA 
 
CUDA is the path the authors have followed and are 
suggesting. It is an easily mastered parallel computing 
architecture which was developed by NVIDIA. 
Another path is OpenCl. However, the authors caution 
against assuming that mastering either code will allow 
all journeyman programmers to become effective 
parallel programmers. It can be argued that parallel 
programming is more of an art than a science. Witness 
the fact that parallelizing compilers are still very 
primitive and the vast majority of complex parallel 
programming is accomplished by  hand coding. 
 
 CUDA is the computing engine in NVIDIA graphics 
processing units (GPUs) that is accessible to software 
developers through industry standard programming 
languages. Programmers who are familiar with the C 
programming paradigms will find CUDA very 
accessible. 
 
Code developers will find access to the native 
instruction set and access to the memory registers of 
the parallel computational elements in CUDA-capable 
GPUs. Even inexpensive NVIDIA GPUs have 
effectively become open architectures like CPUs. 
GPUs have a parallel "many-core" architecture, each 

core capable of running thousands of threads 
simultaneously - if an application is suited to this kind 
of an architecture, the GPU can offer large 
performance benefits. This approach of solving general 
purpose problems on GPUs is known as GPGPU. 
 
While primarily for graphics functions, GPGPUs are 
used to perform various functions like physics 
calculations (physical effects like debris, smoke, fire, 
fluids) CUDA has also been used to accelerate non-
graphical applications in computational biology, 
cryptography and other fields by an order of magnitude 
or more.  
 
CUDA developers with soon find that it provides both 
a low level API and a higher level API. This approach 
is available for all of the major platforms and 
development environments. Linux, Windows and Mac 
versions are downloadable from the NVIDIA web site. 
 
The GPUs power potential is large and growing at a 
faster rate than the CPU for which they would act as 
accelerators.  However, while it is true that 
performance may often be measured in peak 
GigaFLOPS (billions of Floating Point Operations Per 
Second), true utility is better measured by productivity 
that takes into account many other issues, e.g. 
programming ease, availability of trained 
programmers, maintainability of code, durability of 
technology, actual performance improvements when 
run on production codes, etc. [3] To respond to some of 
these needs and to gain insights into their magnitude 
and impact, the authors have presented three courses 
and a graduate student symposium on the programming 
of GPGPUs for accelerated computation.  
 
2.1. Gene Amdahl’s Law 
Professor Gene Amdahl propounded a law to describe 
parallel speed-up. [4] The Amdahl's law is a model for 
the relationship between the expected speedup of 
parallelized implementations of an algorithm relative to 
the serial algorithm, under the assumption that the 
problem size remains the same when parallelized. For 
example, if for a given problem size a parallelized 
implementation of an algorithm can run 12% of the 
algorithm's operations arbitrarily quickly (while the 
remaining 88% of the operations are not 
parallelizable), Amdahl's law states that the maximum 
speedup of the parallelized version is 1/(1 – 0.12) = 
1.136 times as fast as the non-parallelized 
implementation. 
 
More technically, the law is concerned with the 
speedup achievable from an improvement to a 
computation that affects a proportion P of that 
computation where the improvement has a speedup of 



S. (For example, if an improvement can speed up 30% 
of the computation, P will be 0.3; if the improvement 
makes the portion affected twice as fast, S will be 2.) 
Amdahl's law states that the overall speedup of 
applying the improvement will be: 
 

 
S

P
P 1

1
 

 
To see how this formula was derived, assume that the 
running time of the old computation was 1, for some 
unit of time. The running time of the new computation 
will be the length of time the unimproved fraction 
takes, (which is 1 − P), plus the length of time the 
improved fraction takes. The length of time for the 
improved part of the computation is the length of the 
improved part's former running time divided by the 
speedup, making the length of time of the improved 
part P/S. The final speedup is computed by dividing the 
old running time by the new running time, which is 
what the above formula does. 
 
 
3. Parallelization 
 
In the case of parallelization, Amdahl's law states that 
if P is the proportion of a program that can be made 
parallel, i.e. benefit from parallelization), and (1 − P) is 
the proportion that cannot be parallelized (remains 
serial), then the maximum speedup that can be 
achieved by using N processors is: 
 

 
N

P
P 1

1  

 
In the limit, as N tends to infinity, the maximum 
speedup tends to 1 / (1 − P). In practice, performance to 
price ratio falls rapidly as N is increased once there is 
even a small component of (1 − P). 
 
As an example, if P is 90%, then (1 − P) is 10%, and 
the problem can be sped up by a maximum of a factor 
of 10, no matter how large the value of N used. For this 
reason, parallel computing is often seen as only useful 
for either small numbers of processors, or problems 
with very high values of P. A great part of the craft of 
parallel programming consists of attempting to reduce 
the component (1 – P) to the smallest possible value. 
 

3.1. The Amdahl Fraction 
 
The maximum speedup in an improved sequential 
program, where some part was sped up p times is 
limited by inequality: 
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speedup maximum
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where f (0 < f < 1) is the fraction of time (before the 
improvement) spent in the part that was not improved.  
 
The take-away concept here is that the programmer 
needs to very carefully consider the speed-up issue by 
looking at what part of the code can be speeded up and 
what part cannot.  While every situation is unique in 
some way, as in other areas, experience will help the 
parallel programmer to quickly identify both the areas 
amenable to speed up and to estimate the overall 
performance impact of such a change.  Similar analyses 
will allow the programmer to evaluate the desirability 
of using GPGPUs as accelerators.   
 
Gene Amdahl seen by some as being much more 
pessimistic in his predictions and his gloomy outlook 
was frequently decried in the early days of parallel 
processing.  Many have disputed his set of predictions. 
For example, popular author and computer veteran, 
Danny Hillis has criticized Amdahl's Law as being 
unnecessarily pessimistic in its assumption that the 
sequential portion of a program was a significant part 
of execution time. In many applications, the amount of 
sequential code is closer to 0%, as essentially all data 
elements can be processed independently or processes 
threaded for computation on GPUs.. 
 
3.2. Types of Algorithms Amenable to GPGPU 
 
With this background, it may be useful to consider 
some of the more specific issues of interest to this 
paper. Enabling simulation professionals to investigate 
various phenomena and evaluate specific systems is 
arguably more effective if it can be done interactively, 
especially with actual service members. 
 
Hyper-spectral imaging collects and processes 
information from across the electromagnetic spectrum. 
Unlike the human eye, which just sees visible light, 
hyper-spectral imaging is more like the eyes of the 
mantis shrimp, which can see visible light as well as 
from the ultraviolet to infrared. Hyper-spectral 
capabilities enable the mantis shrimp to recognize 
different types of coral, prey, or predators, all which 
may appear as the same color to the human eye. 
 



Humans build sensors and processing systems to 
provide the same type of capability for application in 
agriculture, mineralogy, physics, and surveillance. 
Hyper-spectral sensors look at objects using a vast 
portion of the electromagnetic spectrum. Certain 
objects leave unique 'fingerprints' across the 
electromagnetic spectrum. These 'fingerprints' are 
known as spectral signatures and enable identification 
of the materials that make up a scanned object. For 
example, having the spectral signature for oil helps 
mineralogists find new oil fields. 
 
Many algorithms are applicable to these analyses [5]. 
Common subroutines are needed to manipulate matrix 
data and perform various transforms, not uncommonly 
Fast Fourier Transforms. [6]. These types of algorithms 
are very amenable to the power of the GPU and many 
functions such as this have already been written, tested 
and optimized by the research group at NVIDIA.  
 
3.3. Dimensions of Scalability 
 
A critical factor in implementing HPC technology is 
the ability to provide scalability to an existing, 
2,000,000 line program and to enhance scalability that 
approaches linearity. These dramatic increases in 
computing power are provided as additional 
acceleration is added, but this presents both a promise 
and a challenge to the simulation community. The 
promise is that of adequate compute power when 
needed; the challenge is to be open to a new 
understanding of where the simulation community is 
currently being artificially limited.  
 
While the authors’ work has previously concentrated 
on the number of entities, the linearity of the scaling 
described would also enable advances in agent-based-
modeling along other dimension, e.g. size of simulated 
terrain, sophistication of entity behaviors, complexity 
of environmental phenomena and the resolution of both 
entities and terrain.  That begs the question as to what 
other dimension of interest are found in the simulation 
environment: increasing the overall size of the grid in 
CFD, supporting finer grid resolution, decreasing run 
times, and providing multi-spectral analyses across a 
growing number of spectra, with more resolution and 
with faster response times. 
 
 
4. The JFCOM Experience with JSAF 
 
USJFCOM J9 develops innovative joint concepts and 
capabilities providing experimentally proven solutions 
to the most pressing problems facing the joint force. 
Operationally relevant solutions are rapidly delivered 
to support current operations and drive changes to 

better enable the future joint force. JCD&E provides 
thought leadership and collaborative environments to 
generate innovative ideas with a range of interagency, 
multinational, academic and private sector partners. J9 
leads and coordinates JCD&E for DoD through an 
enterprise approach. 
 
The USJFCOM mission is based on strategic guidance 
within the context of the Joint Operating Environment 
(JOE) [7] and Capstone Concept for Joint Operations 
(CCJO) [8]. These are the conceptual blueprints for 
how the U.S. Armed Forces will leverage technological 
advances and integrate new operational concepts to 
foster innovative military approaches for how our 
forces will conduct future operations. As USJFCOM’s 
experimentation arm, JCD&E has produced a series of 
major simulation events and experiments in which 
warfighters in uniform are staffing the consoles during 
interactive simulations.  
 
In order to simulate the complexities of urban warfare, 
JCD&E has relied on well-validated entity-level 
simulations, e.g. Joint Semi-Automated Forces (JSAF) 
and the Simulation of the Location and Attack of 
Mobile Enemy Missiles (SLAMEM). These need to be 
run at a scale (millions of autonomous entities) and 
resolution (zoomable from global to near photo-
realistic street views) adequate in order to engage 
participants fully and sustain combat realism impact. 
Some of the growing need for realism is driven by the 
heightened expectations of current service personnel 
who grew up playing photo-realistic games. 
 
Discrete element synthetic battlefield codes are 
common. They consist of terrain data bases that are 
populated with intelligent-agents representing: friendly 
forces, enemy forces and civilians. Experience has 
shown that to produce their behaviors in a timely 
manner, significant compute resources are required [9]. 
Much of this is true because a major computational 
load is imposed in the performance of line-of-sight 
calculations between the entities. The inherently 
onerous “n-squared” growth-characteristics of an all-
to-all program have been identified previously [10]. If 
several thousand entities need to interact with each 
other in an urban setting with vegetation and buildings 
obscuring the lines of sight, inter-node communications 
chaos and failure are often observed. This situation has 
been partially ameliorated by the use of an innovative 
and effective interest-managed communication’s [11].  
 
Because of this, JFCOM required an enhanced Linux 
cluster of adequate size, power, and configuration to 
support larger and more sophisticated simulations, 
especially when there is a requirement for more than 
2,000,000 entities within high-resolution insets on a 



global-scale terrain database.  The cluster has been 
used occasionally to interact with live exercises, but 
more often has been engaged interactively with users 
and experimenters while generating only virtual or 
constructive simulations. [12] It had to be robust to 
reliably support hundreds of personnel committed to 
the experiments and it had to be scalable to easily 
handle small activities as well as larger global-scale 
experiments with hundreds of live participants, 
distributed trans-continentally, as shown in Figure 1 
below. 
 
To enable JFCOM to meet these goals, a J9 team 
designed and developed a scalable simulation code that 
has been shown capable of modeling more than 
1,000,000 entities. This effort is known as the Joint 
Experimentation on Scalable Parallel Processors 
(JESPP) project. [13] This work was begun under an 
earlier DARPA/HPCMP project named SF Express. 
[14] The early JESPP experiments on the University of 
Southern California Linux cluster showed that the code 
should scale well beyond the 1,000,000 entities then 
simulated. [15] 
 
Early on in the JESPP Project, JSAF, was successfully 
fielded and operated using JFCOM’s HPCMP-provided 
compute assets hosted at ASC-MSRC, Wright 
Patterson AFB, and at the Maui High Performance 
Computing Center (MHPCC) in Hawai’i. The 
dedicated compute power provided additionally allows 
for the easy identification, collection, and analysis of 
the voluminous data from these experiments, enabled 
by the work of Dr. Ke-Thia Yao’s team. [16]  
 
A typical experiment would find the JFCOM personnel 
in Suffolk Virginia interfacing with a “Red Team” in 
Fort Belvoir Virginia, a civilian control group at 
SPAWAR San Diego, California, participants at Fort 
Knox Kentucky and Fort Leavenworth Kansas, all 
supported by the clusters on Maui and in Ohio. The use 
of interest-managed routers on the network has been 
successful in reducing inter-site traffic to low levels. 
 

 

Figure 1 Simulation Net used by Authors 

Forces Modeling and Simulation (FMS) is a field often 
driving new computer science due to its virtually 

unlimited needs and open-ended requirements. In a 
similar way, interactive computing is a new frontier 
being explored by the JESPP segment of FMS, 
coordinating with a few other user groups. Along these 
lines, the newly enhanced Linux Cluster capability has 
provided significant synergistic possibilities with other 
computational areas such as signals processing, 
visualization, advanced numerical analysis techniques, 
weather modeling and other disciplines or 
computational sciences such as SIP, CFD, and CSM. 
 
4.1. Potential Algorithms 
 
The use of existing DOD simulation codes on 
advanced Linux clusters operated by JFCOM was the 
implementation method chosen as being most efficient. 
This effort supplanted the previous JFCOM J9 DC 
clusters with a new cluster enhanced with 64-bit CPUs 
and nVidia 8800 graphics processing units (GPUs). 
Further, the authors were able to modify a few legacy 
codes.  
 
As noted above, the initial driver for the FMS use of 
accelerator-enhanced nodes was principally the faster 
processing of line-of-sight calculations. Envisioning 
other acceleration targets is easy: physics-based 
phenomenology, CFD plume dispersion, computational 
atmospheric chemistry, data analysis, etc. The 
computer was given the name Joshua, the Hebrew 
commander. 
 

 

Figure 2 Joshua 

The first experiments were conducted on a smaller 
code set, to facilitate the programming and accelerate 
the experimentation. An arithmetic kernel from an 
MCAE “crash code” [17] was used as vehicle for a 
basic “toy” problem. This early assessment of GPU 
acceleration focused on a subset of the large space of 
numerical algorithms, factoring large sparse symmetric 
indefinite matrices.  
 



Such problems often arise in Mechanical Computer 
Aided Engineering (MCAE) applications. It made use 
of the SGEMM (Single precision GEneral Matrix 
Multiply) algorithm [18] from the BLAS (Basic Linear 
Algebra Subprograms) routines. [19] 
 
 
5. Sparse Matrix Solver 
 

1 X X   X    
3 XX     X
2 XXX   *X*
7 X XX  
9 XX  X
8 XXX*X*
4 X *X *XX* 
5 X  XXXX
6 X* X**XX

1 X X   X    
3 XX     X
2 XXX   *X*
7 X XX  
9 XX  X
8 XXX*X*
4 X *X *XX* 
5 X  XXXX
6 X* X**XX

 

Figure 3. Sparse matrix  
with symmetric non-zero structure 

 
Figure 3. Sparse matrix  
with symmetric non-zero structure depicts the non-zero 
structure of a small sparse matrix. Coefficients that are 
initially non-zero are represented by an ‘x’, while those 
that fill-in during factorization are represented by a ‘*’. 
Choosing an optimal order in which to eliminate these 
equations is in general an NP-complete problem, so 
heuristics, such as METIS [20], are used to try to 
reduce the storage and operations necessary. The 
multifrontal method treats the factorization of the 
sparse matrix as a hierarchy of dense sub-problems. 
Figure 4 below depicts the multifrontal view of the 
matrix in Figure 3.  
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Figure 4. Multifrontal view  
of sparse matrix from Figure 3 

The directed acyclic graph of the order in which the 
equations are eliminated is called the elimination tree. 

When each equation is eliminated, a small dense matrix 
called the frontal matrix is assembled. The numbers to 
the left of each frontal matrix are its row indices. 
Frontal matrix assembly proceeds in the following 
fashion: the frontal matrix is cleared, it is loaded with 
the initial values from the pivot column (and row if it’s 
asymmetric), then any updates generated when 
factoring the pivot equation’s children in the 
elimination tree are accumulated.  
 
Once the frontal matrix has been assembled, the 
variable is eliminated. Its Schur complement (the 
shaded area in Figure 4. Multifrontal view  
of sparse matrix from Figure 3) is computed as the 
outer product of the pivot row and pivot column from 
the frontal matrix. Finally, the pivot equation’s factor 
(a column of L) is stored and its Schur complement 
placed where it can be retrieved when needed for the 
assembly of its parent’s frontal matrix. If a post-order 
traversal of the elimination tree is used, the Schur 
complement matrix can be placed on a stack of real 
values. 
 
The cost of assembling frontal matrices is reduced by 
exploiting super-nodes. A super-node is a group of 
equations whose non-zero structures in the factored 
matrix are indistinguishable. For example, zeros filled-
in during the factorization of the matrix in Figure 3 
turn its last four equations into a super-node. The cost 
of assembling one frontal matrix for the entire super-
node is amortized over the factorization of all the 
constituent equations, reducing the multifrontal 
matrices overhead. Furthermore, when multiple 
equations are eliminated from within the same frontal 
matrix, their Schur complement can be computed very 
efficiently as the product of two dense matrices. 
 
Figure 5 below depicts a finite element grid generated 
by the LS-DYNA MCAE code (www.lstc.com). The 
matrix for the grid in Figure 5 has only 235,962 
equations. Matrices with two orders-of-magnitude 
more equations are routinely factored today. Factoring 
such large problems can take many hours, a time that is 
painfully apparent to the scientists and engineers 
waiting for the solution. 



 

Figure 5: Example of an MCAE Finite Element 
Problem and Grid (LSTC Image) 

Figure 5 illustrates the elimination tree for the matrix 
corresponding to the grid in Figure 5, as ordered by 
METIS. This particular elimination tree has 12,268 
relaxed [21] (super-nodes. There are thousands of 
leaves and one root. Leaves are relative small, on the 
order of ten equations being eliminated from about one 
hundred.  

 

Figure 6 Super-nodal elimination tree for problem 
in Figure 5 ( Figure 6 is courtesy of Cleve Ashcraft) 

 
This multifrontal code discussed has been imbued with 
two strategies for exploiting shared-memory, 
multithreaded concurrency. The frontal matrices at the 
leaves of the elimination tree can all be assembled and 
factored independently. At the lower levels in the tree, 
there can be thousands of such leaves, dwarfing the 
number of processors, and hence each super-node is 
assigned to an individual processor. This leads to a 
breadth-first traversal of the elimination tree, and a real 
stack can no longer be used to manage the storage of 
the update matrices [15]. Near the top of the 
elimination tree, the number of super-nodes drops to 
less than the number of processors. Fortunately, for the 
finite element matrices considered in this work, these 
few remaining super-nodes are large, and a right-
looking code can be sped up by dividing the matrix 
into panels and assigning them to different processors. 
 
The objective of the work reported here is to attempt to 
use GPUs as inexpensive accelerators to factor the 
large super-nodes near the root of the elimination tree, 
while processing the smaller super-nodes near the 

bottom of the tree by exploiting shared-memory 
concurrency on the multi-core host. This should lead to 
a significant increase in the throughput of sparse matrix 
factorization compared to a single CPU. The next 
section gives a brief description of the NVIDIA Tesla 
C1060 and its CUDA programming language, 
highlighting just those features used in this work to 
factor individual frontal matrices. 
 
 
6. The NVIDIA GPU Architecture 
 
The NVIDIA Tesla GPU architecture consists of a set 
of multiprocessors. Each of the C1060’s thirty 
multiprocessors has eight Single Instruction, Multiple 
Data (SIMD) processors. This GPU supports single 
precision (32 bit) IEEE 754 [23] formatted floating-
point operations. It also supports double precision, but 
at a significantly lower performance. Each SIMD 
processor can perform two single precision multiplies 
and one add at every clock cycle. The clock rate on the 
C1060 card is 1.3 GHz. Therefore, the peak 
performance is: 
 

1.3 GHz * 3 results/cycle * 8 SIMD/mp * 30 mp =  
936 GFlops/s 

 
The ratio of multiplies to adds in matrix factorization is 
one, so for a linear solver, the effective peak 
performance is 624 GFlop/s. In practice, the NVIDIA 
CuBLAS SGEMM routine delivers just over half of 
that performance. 
 
Memory on the Tesla GPU is organized into device 
memory, shared memory and local memory. Device 
memory is large (4 GBytes), is shared by all 
multiprocessors, is accessible from both host and GPU, 
and has high latency (over 100 clock cycles). Each 
multiprocessor has a small (16 KBytes) shared memory 
that is accessible by all of its SIMD processors. Shared 
memory is divided into banks and, if accessed so as to 
avoid bank conflicts, has a one-cycle latency. Shared 
memory should be thought of a user-managed cache or 
buffer between device memory and the SIMD 
processors. Local memory is allocated for each thread. 
It is small and can be used for loop variables and 
temporary scalars, much as registers would be used. 
The constant memory and texture memory were not 
used here.  
 
There are two primary issues that must be addressed to 
efficiently use the GPU: 
- code must use many threads, without conditionals, 

operating on separate data to keep the SIMD 
processors busy 



- code must divide data into small sets, which can be 
cached in the shared memory. Once in shared 
memory, data must be used in many operations 
(10 – 100) to mask the time spent transferring 
between shared and device memory.  

 
It is putatively not feasible to convert a large code to 
execute on the GPU. Instead, compute-bound subsets 
of the code should be identified that use a large 
percentage of the execution time. Only those subsets 
should be converted to run on the GPU. Their input 
data is transferred from the host to the GPU’s device 
memory before initiating computation on the GPU. 
After the GPU computation is complete, the results are 
transferred back to the host from the GPU’s device 
memory.  
 
To facilitate general-purpose computations on their 
GPU, NVIDIA developed the Compute Unified Device 
Architecture (CUDA) programming language. [24] 
CUDA is a minimal extension of the C language and is 
loosely type-checked by the NVIDIA compiler (and 
preprocessor), nvcc, which translates CUDA programs 
(.cu) into C programs. These are then compiled with 
the gcc compiler and linked as an NVIDIA provided 
library.  Within a CUDA program, all functions have 

qualifiers to assist the compiler with identifying 
whether the function belongs on the host of the GPU.  
 
 
7. Performance Data 
 
The performance impact of the GPU on overall 
multifrontal sparse matrix factorization is examined in 
this section. A matrix extracted from the LS-DYNA 
MCAE application was used. It is derived from a three 
dimensional problems composed of three cylinders 
nested within each other, and connected with 
constraints. The rank of this symmetric matrix is 
760320 and its diagonal and lower triangle contain 
29213357 non-zero entries. After reordering with 
Metis, it takes 7.104E+12 operations to factor the 
matrix. The resulting factored matrix contains 
1.28E+09 entries.  
 
Figure 7 plots the time is takes to factor the matrix, as a 
function of the number of cores employed, both with 
and without the GPU. The dual socket Nehalem host 
sustains 10.3 GFlop/s when using one core, and 59.7 
GFlop/s when using all eight 
. 

 

Figure 7 Multicore factorization time,  
with and without the GPU. 



 
 
When the GPU is employed, it performs 6.57E+12 
operations, 92% of the total, and sustains 98.1 GFlop/s 
in doing so. The overall performance with the GPU 
improves to 61.2 GFlop/s when one host core is used, 
and 79.8 GFlop/s with all eight. For perspective, 
reordering and symbolic factorization take 7.9 seconds, 
permuting the input matrix takes 2.64 seconds, and the 
triangular solvers take 1.51 seconds. 
 
To understand why there seems to be so little speedup 
when the GPU-enhanced solver goes from one core to 
eight, consider Figure 6. It displays the number of 
super-nodes per level in the elimination tree for the 
three cylinder matrix, along with the number of 
operations required to factor the super-nodes at each 

level. Notice that the vast majority of the operations are 
in the top few levels of the tree, and these are 
processed by the GPU.  
 
Figure 8 plots the performance achieved by the multi-
core host when factoring the super-nodes at each level 
of the tree. Note, near the leaves, performance is 
nowhere near the peak. This is true even for one core, 
as the super-nodes are too small to facilitate peak 
SGEMM performance. As multiple cores are used, 
relatively little speedup is observed, which is likely due 
to the relatively low ratio of floating point operations to 
memory loads and stores for these small super-nodes, 
leaving them memory bound on the multi-core 
processor. 
 

 

Figure 8 Multicore performance per level in the elimination tree. 

 
 
8. Analysis 
 

This paper has striven to demonstrate that a GPGPU 
can be used to significantly accelerate the throughput 
of a simulation code. The exemplar used was a multi-
frontal sparse symmetric factorization code, even when 



exploiting shared memory concurrency on the host 
multi-core microprocessor. In this case, the 
factorization speed-up of 5.91 relative to one core on 
the host has been demonstrated, and a factor of 1.34 
when compared to eight cores (a more relevant 
comparison.) This was done by designing and 
implementing a symmetric factorization algorithm for 
the NVIDIA C1060 in the CUDA language and then 
offloading a small number of large frontal matrices to 
the GPU. These still contained more than 90% the total 
factor operations,. 
 
This arguably demonstrates that the GPU can be 
successfully exploited in a production quality 
simulation code.  This approach is ostensibly 
extensible to other similar equation-based simulations. 
However, more work needs to be done before the use 
of GPUs will be common for the numerical aspects of 
such applications. The GPU frontal matrix factorization 
code implemented for this experiment should be 
revisited to make it more efficient in its use of memory 
on the GPU. It should be modified to implement 
pivoting so that indefinite problems can be factored 
entirely on the GPU. Further, it should be extended to 
work on frontal matrices that are bigger than the 
relatively small device memory on the GPU, much as 
the multifrontal code goes out-of-core when the size of 
a sparse matrix exceeds the memory of the host 
processor. 
 
Many equation-based codes need acceleration. There 
has been significant research directed at improving 
performance of codes that perform IR signature 
analyses.  In one study, parallelization techniques were 
examined to understand how effective they were in 
improving the needed performance. [25]  That work 
introduced parallel processing techniques for a Logic 
Built-in Self Test (LBIST) System, which tests 
complex processor designs. Non-parallelized LBIST 
structures serially generate patterns and compress 
signatures. On the other hand, one main process 
divides patterns and collects results back from child 
processes in the parallel pattern partitioning. Since the 
starting states on each pattern are not known except the 
initial state, child processes correct signatures and the 
main processor further corrects those from a global 
point of view.  This is set forth as parallel signature 
computation.  The results purport to show that this 
pattern partitioning is more effective than the fault 
partitioning. Additionally, it may be possible to provide 
better results by starting out with the parallel fault 
processing and then switching to this technique.  As 
many of these routines are apparently amenable to 
GPGPU acceleration, a study of the efficacy of using 
this parallelization technique to instantiate GPGPU 
threads is intriguing. 

 
Another consideration is the use of additional 
GPGPUs. The above described parallel multifrontal 
codes have been implemented for over two decades 
[26]. In fact, the multifrontal code used in these 
experiments has both MPI constructs. Therefore 
exploiting multiple GPUs is not an unreasonable thing 
to consider. However, when one considers that one 
would have to simultaneously overcome both the 
overhead of accessing the GPU as well as the costs 
associated with communicating amongst multiple 
processors; it may be very challenging to efficiently 
factor one frontal matrix with multiple GPUs 
 
 
9. Conclusions 
 
New accelerator technologies support the analysis of 
complex equation-based simulations of both man-made 
and natural phenomena. This new power can be 
focused to prevent unacceptable delays in analysis. 
This should enable interactive participation by 
Humans-In-The-Loop, providing a capability that is 
required for a higher-level, system wide understanding 
during the test. Heterogeneous programming, e.g. using 
Graphics Processing Units as accelerators, has shown 
practical promise. The area of Hyper-spectral analyses 
seems particularly amenable to this approach. 
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